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Overview & Scope

This paper presents emerging thinking, areas for discussion and some initial recommendations for the technical proposals for implementing the International Aid Transparency Initiative (IATI). 

At the heart of the IATI proposals is the development of an aid information standard, including an agreement that donors, and other actors, will publish information about what they are funding in a consistent way.  

There are four parts to the IATI standards: (1) agreement on what will be published, (2) common definitions for sharing information, (3) a common electronic data format, and (4) a code of conduct

The paper attempts to set out HOW data providers will publish data and in what format (part two of standard), and HOW users of information can find, access and use the data. It covers the technical architecture, the data format that should be used, how data should be licensed, and finally, briefly considers some possible solutions to some of the key challenges that IATI faces to meet its objectives. The purpose of the paper is not to present a set of proposals for agreement, but to start consultation and discussion around the technical proposals amongst the members of the TAG. 

It should be noted, that this report focuses on the format of data, but necessarily also mentions its meaning, since without semantic information, a format has no value; however, the primary IATI semantic work, including detailed data definitions, is addressed in an companion paper “Discussion paper on draft definitions and data formats” which looks at the first two parts of the standards (what will be published and definitions).  

Recommendations & Discussion Points

1. We have set out a series of overview requirements on page 6 that provides the basis for technical design decisions for IATI. Do you agree with these requirements? 

2. The design is based on ‘specialist users’ being the direct consumers and users of IATI data (whilst the primary goal is to serve end users through Infomediaries). 

3. We recommend that data providers should publish machine-readable aid- data files in a standard format freely available on public websites. Please consider specifically:

· The publication of files vs. the implementation of APIs

· How data should be segmented – by activity? country? data provider?

· How data should be updated and versioned?

· Whole vs. Incremental updates

· How important is keeping historical data

4. We recommend an IATI website will create a registry of links to these aid-data files. Is this the right approach? What is the role of the registry? How important is it, that it isn’t a single point of failure?

5. We suggest, initially data providers must inform the registry directly about their published aid data files. Do you think this is best approach?

· Should we consider the more sustainable decentralised option of data providers also publishing index and summary files to enable the registry to retrieve this information directly?

6. There will be a notification mechanism based on standard pull RSS feed. We suggest this is implemented by the registry initially. Should providers also provide this?

7. We recommend using a standard XML format and developing a new schema. Do you agree?

8. We propose the adoption of one standard open licensing model. Is this feasible?

· Which license model should we adopt? Public domain?  attribution? share-alike?

9. We suggest laying foundations for a more linked data/semantic web approach by establishing URL based identifiers for activities as well as other main elements such as sectors and countries. Do you agree?

10. We have suggested some options for addressing geographic classifications in three ways: 1) international standard ISO codes 2) geodesy codes 3) text. Thoughts?

11. Finally, the IATI registry could potentially take on additional functions such as authenticating sources of data and hosting services and software tools to help donors create and host aid data files. Are there additional roles for registry or additional technical services we should provide centrally?

Technical Requirements

This report proposes the following 9 high-level technical requirements for IATI:     

Openly licensed — any third party must be allowed to use any published IATI data under the consistent open terms, without requiring explicit permission from the donor who provided the data. Use of IATI information must not be subject to patent restrictions or licensing fees of any kind. 

Machine-readable — it must be possible for computer programs to extract useful information from IATI data without manual intervention.  Whenever possible, IATI information should use numbers or codes to aid in machine processing.  IATI may use regular text when it is more appropriate, to provide background information for human readers. 

Easily accessible — users must be able to obtain IATI information automatically and anonymously using existing public network infrastructure.  IATI should use well-known and well-supported open networking formats and protocols. 

Decentralized — the IATI must be capable of continuing to function without a central administrator or computer system (no single point of failure). 

Comparable — while not all donors will supply all data specified by IATI, whenever two donors do supply the same data, it must be possible for users to compare those data in a meaningful way (apples to apples, and oranges to oranges). 

Flexible — data formats and publishing schedules must allow donors the flexibility to omit information that is not relevant or available at different points in the information's life cycle. 

Extensible — it must be possible for donors to supply additional information not covered by IATI if desired; it must be possible for users to determine what information represents donor extensions; and it must be possible for a user to ignore the extended information without affecting the value of the remaining core IATI information. 

Vendor- and platform-independent — IATI information publishing must not depend on software from a specific vendor, or on a specific hardware or software computing platform. 

Multilingual — for human-readable text, the IATI must support all major world languages, and it must support multiple versions of the same text in different languages. 

Technical Architecture 

How to Publish and Find Aid Information

This section outlines some emerging thinking about IATI's architecture — the architecture describes how donors publish data and users will find and access the data, while the following section, “Data Formats” (page 14) describes what donors publish. The following section, “Licensing of data” (page 20), covers the legal terms under which IATI donors will publish their data.
There are already many different kinds of projects and initiatives that seek to collect and amalgamate or analyze aid data and make it accessible.  IATI does not intend to replace any of these; instead, our goal is to provide them with new and valuable sources of aid information.  A good starting point for the architecture discussion is to distinguish what the IATI is from what it is not: 
	What the IATI is 
	What the IATI is not 

	· an agreed set of definitions for aid data
· shared technical specifications for a data format

· an agreed mechanism for how data will be published and made available

· shared code of conduct and commitment to data sharing and transparency 
	· an aid software package 

· an aid web application 

· an aid search engine 

· an aid database 

· an aid management system

· a central organization that collects aid information 


Target Audience

It is useful to distinguish between two types of users:
Non-technical end users of aid data include stakeholders such as politicians, policy staff, and citizens. These are the people who typically want access to aid data through user friendly, interactive applications and searchable databases, and want access to reports, summaries and graphs.

Technical specialist users of aid data include people such as application developers, owners of aid databases and aid managements, statisticians, researchers, and analysts.  These are the people who collect, summarize, or analyze raw aid data and make it accessible to the end users by re-purposing it and developing new applications and information services.

IATI aims to provide non-technical end users with access to better quality data and better quality services, websites and tools to help access it. IATI is designed to do this by serving the technical specialist users directly, supplying them with more and better raw data more quickly.  Better raw data allows the specialist users to provide a better quality of information to the end users, who thus benefit from IATI indirectly.  

These specialist users will be able to access the data both manually by searching directly on the registry website, or automatically by establishing systems to retrieve data directly. While we have striven to keep the architecture and data formats as simple as possible – and it will be possible for non-technical end users to find and access the raw data - it is likely to require a certain amount of technical knowledge and effort to use the data effectively.  However, it would be relatively simple to create simple translation tools for both specialist and non-specialist users to open this data in desktop office applications such as Excel.
Overview

We recommend that IATI adopt a decentralised, web-based architecture with the following three components:
1. Machine-readable aid-data files freely available on public web sites for download or search-engine indexing

2. A discovery mechanism for aid-data files, based initially on a central IATI registry to collect and provide links to all the data files published, but with potential to be further decentralised to remove dependency on such a central function

3. A notification mechanism to let users know about new or modified aid-data files.

To keep implementation cost and effort as low as possible, to avoid a single point of failure, and to ensure that IATI adds value to existing initiatives such as aid databases (rather than duplicating their efforts), we propose a decentralised web-based architecture to allow donors to publish their own aid information directly to all interested specialized users with no intermediary.   

Donors should use existing web and internet infrastructure as their channel to publish aid data in machine-readable files. Donors can publish those files on a new or existing web site as they would any other resource, such as a graphics file  

Files or APIs?

An alternative approach to data files would have been to require donors to implement an API (application programming interface) to respond to aid-data requests dynamically over the web, but we have decided against this approach for several reasons:
· APIs require considerable additional technical infrastructure and development effort, while downloadable files will work with any existing web infrastructure.

· APIs provide weak support for publication-approval workflows, since it is difficult to be certain what a user will receive through an API, especially if it is connected to a constantly-changing database; files, on the other hand, can be exported and approved before release.

· Files can be downloaded and processed offline, which may be especially valuable for users without persistent Internet connections.

· API data are difficult to test and validate, while files can be validated against schemas and other batch processes to verify both structure and content.

· API data are more difficult to digitally sign, while files can easily be signed with the donor’s hash key (though digital signatures are not part of our first planned implementation phase).

Note that donors are still free to generate aid files dynamically from their databases, just as many web sites generate web pages dynamically — that is an internal implementation detail outside the scope of IATI – but should publish the data in files in addition to the API.  IATI may provide specifications for optional, supplemental APIs in the future for functions such as searching a donor’s data, and in the interim, we anticipate that some intermediaries (such as online aid databases) may amalgamate data from donors and provide access through their own web APIs.

Donors may choose to publish aid data files on their existing web sites, or to delegate the publishing to contractors, partners, or external services, but the choice must lie with them 

Aid Data Files

The first of the three major IATI architectural components is the aid data files themselves.  Using this approach, donors would publish aid data files simply by placing them in a publicly-accessible web directory (one that does not require registration or login).  The following “Data Formats” section (page vi) describes the internal format of these machine-readable files, which will be based on XML (the Extensible Markup Language).

An IATI donor’s web site could — in the simplest case — simply add XML files containing aid data to the same location:

· file1.xml — first file of aid data.

· file2.xml — second file of aid data.

Any web content management system should allow these files to be added without customization or custom development.  If the URL (web address) of the first aid data file could be “http://www.example.org/file1.xml”, and any member of the public could download and use it.

Segmenting Data

How should donors divide IATI aid data into files?  There are three criteria that any segmentation should to consider:

1. Non-duplication: whether aid data for any single activity should appear in only one place at the donor’s site, so that there is an unambiguously authoritative source of information

2. Persistence: whether aid data for any single activity must continue to have the same web address through its entire lifecycle

3. Granularity: users must not be required to download unreasonably large amounts of data to obtain information about a single activity

There are many different ways donors could segment their aid-activity data:

· one file for each activity (e.g. Clean water infrastructure project for Kenya in its own file)

· one file for each partner country or region (e.g. all activities for Kenya in a single file)

· one file for all activities of a specific type

· one file for all of a donor’s activities

All of these approaches have advantages: for example, with the second approach, someone interested in aid for Haiti could download all Haiti-related information in a single file.  However, the last three approaches all suffer from potentially significant disadvantages:

· If an aid activity affects more than one sector or country (for example, an aid project targeting both Senegal and Guinea-Bissau), the activity cannot appear in both files without violating the non-duplication criterion.

· If a donor initially allocates an activity without having chosen a specific target country or sector (for example, a grant), or changes the target country or sector for a grant, the donor cannot move the activity to a different country or sector file without violating the persistence criterion.

· While a single file for all activities might be suitable for a small donor, a single file for a large donor might contain information about tens of thousands of activities, violating the granularity criterion.

· If IATI decides on a code of conduct that encourages or requires donors to leave activity data online indefinitely after the activity’s completion, any of the last three files will continue to grow year to year.  Moving old activity data to a different file would violate the persistence criterion, while allowing the files to continue to grow as new activities are added would eventually violate the granularity criterion.

For these reasons, the use of a single file for each aid activity seems like a good approach, so that each activity’s data will have a single, persistent address, and so that users can download data with arbitrarily small granularity. We will also need to consider how much data will be published for each activity – if we agree to publish transaction data, files with collections of activities could become increasingly large. We recognize, however, that there are disadvantages to this approach: for example, a partner country might have to download hundreds of files to obtain information about all activities targeting that country.  We will aim to design a format that allows either multiple activities or a single project, but agreement of good practice in this areas would be useful for users of the data
A possible development for the future is to retain the one-file-per-activity as the canonical source of data for each activity, but also adding index and summary files.  The index files will contain metadata and links for each activity, while the summary files will contain key information (including financial totals) for different groupings of data.  

We look forward to views from IATI members about how the data should best be segmented and the potential for these additional index and summary files

Web Best Practices

IATI data providers may choose their own locations for publishing aid data, but IATI recommends that they design their aid-data URLs to be permanent and self-documenting, to make it easier for users and search engines to find.  URL’s such as “http://www.example.org/iati.asp?country=HT&sessionId=12345&type=activity” represent particularly bad design as it is not a permanent address, is subject to change and search engines will sometimes not pick it up.

A well-designed URL provides a clear path to the file, with no dependencies on a specific content-management system or portal, such as “http://www.example.org/activities/HT.xml”.

Updating and Versioning Data Files

Updating Data Files
There are two options for updating data files:

· A full dataset update where the whole dataset is replaced regardless of how much of it has changed

· Incremental updates where just the data that has changed since the previous publication 

We recommend IATI implements a full dataset update approach. It is now easy to republish an entire electronic document and determine what has changed by comparing it to the previous version. It is often difficult (and error-prone) to apply incremental updates to an existing dataset, because of the huge risk of falling out of sync, and it's also likely to be much more expensive for data providers to design a system that isolates and publishes deltas, rather than just re-importing the entire dataset.

Versioning Data Files
IATI will require regular updates to published data, and reporting repeatedly on an activity introduces the problem of duplicate information: a partner country or other stakeholder receiving information about a activity needs to be able to determine whether the information describes a new activity or an update for an existing activity, and whether that information is more up-to-date than any other activity information the stakeholder has received. 

To address these problems, we recommend the following: 

· Each unit of aid must have a globally-unique identifier, assigned by IATI (or a delegate party) that appears on all reports about that activity by all donors. 

· Each data file must have a UTC date and time stamp in ISO 8601 format; and two files about the same activity must not share the same date stamp. 

Scenarios 

Scenario #1: a partner country receives a report about an activity with the identifier "http://iati.org/projects/12345".  Since the stakeholder's database does not contain any information about an activity with that identifier, the stakeholder can conclude that this is a new activity (from its perspective), and treat the report accordingly. 

Scenario #2: a stakeholder receives a report about an activity with the identifier "http://iati.org/projects/23456" and the date stamp "20110101T120000".  The stakeholder's database already contains information about an activity with that identifier, with a more recent date stamp of "20110102T120000" (a day later than the date stamp in the report s/he has just received).  As a result, the stakeholder can determine that this newly-received information is less current than what s/he has already received, and can disregard it.

Discovery Mechanism – The IATI Registry

The second of the three major IATI architectural components is the discovery mechanism. Once donors have made data available, they can be downloaded and used by many different users for different purposes; before users can download, however, the data need to be easy to find.  

As a result, we propose developing an IATI registry to collect and provide links to all the data files published. The registry will not hold the actual data, but will be a web application that operates as a catalogue, providing links to and information about data that are available elsewhere.   The registry will be an important aid to IATI data users, but does not need to be a single point of failure. —There could be other mechanism for finding and using these data which are stored across the web.Just as the web has multiple search engines operated by different companies (Google, Yahoo, Microsoft, etc.), IATI’s web of aid data could potentially have different registries operated by different organizations.  

There are already examples of this approach of having decentralised data and a central registry elsewhere e.g.

· CKAN
 – the Comprehensive Knowledge Archive Network run by the Open Knowledge Foundation collects information about and links to available open content and data in a wide range of areas, including development. 

· Data.gov.uk - the UK Government registry for access to public datasets 

Updating the IATI registry

The section below on the notification mechanism (starting on page 11) outlines push and pull options considered for the notification mechanism. This also applies for updating the registry — like other IATI data users, the application hosting the registry needs to be able to determine when a donor has added a new file or updated an existing one.  

While the pull option is standard for notification through an RSS approach, and could work for the registry, it would be simpler initially to allow donors to push notifications to the registry immediately. The regular disadvantages of push notifications do not apply:

· The registry must be running on a server with permanent Internet connectivity, so it can be listening constantly for notifications.

· The registry will be a known application that does not require anonymous data access.

As a result, IATI recommends including a push notification API as part of its registry, this will enable donors to inform the registry of new or updated data automatically without implementing additional, more complex notification functionality.  

The pull mechanism will remain an option, however, since it is the most sustainable option: it means that we are not reliant solely on the IATI registry to find and access data, and that other parties  could also subscribe directly to the data provider feeds or create their own registries from the same source. 
A more sustainable discovery mechanism

The IATi registry will add significant value to the availability and accessibility of aid data. By providing links to all the data in one place the registry will establish one stop shop for access to aid information, but it ideally should not be considered an essential component to the process (i.e. not a central point of failure). 

Without the registry, the data will still be available in the locations where they are published, but it would still need a mechanism to make them easy to find.
“Segmenting Data” (page 7) mentioned a possible use of index files, one for each donor, containing a list of links to the donor’s aid data files, together with metadata.  If donors were to make such index files available, it would mean users would just need to know the location of that file to locate all other data files available for that donor. This would enable the ‘discovery mechanism’ to be based on a pull mechanism based on the index file and would allow other parties to directly subscribe to the donor feed and retrieve information about all the files available. For example recipient Governments could subscribe directly to each donor feed to populate their AIMS, or the information could be used to populate existing alternative registries such as CKAN. 

We suggest considering this model for a future development in the implementation of the IATi architecture. 

Additional possible functions and services IATI could offer

The web application that hosts the prototype IATI registry could also provide additional value added functions such as the following:
· the ability to authorise sources of data 
· amalgamated RSS notification feeds from multiple donors (see below)
· hosting services and software tools to help donors create and host aid data files and notifications
Notification Mechanism

The final of the three major IATI architectural components is a notification mechanism.

Allowing potential users of data to subscribe to notifications will be an important factor in making IATI effective. Notifications remove the need for manual work, constant visits to websites, or complex work-arounds to determine if or when a donor's aid information has changed and needs to be re-downloaded. There are well establish standards for this known as web syndication feeds — usually known informally as "RSS"1 — which is a low-overhead technique for providing notifications of changes to web resources.  As with aid data files, web syndication involves the donor simply placing specially-formatted text files on a new or existing web site, avoiding the need to invest in new networking hardware or software. 

There are two different approaches to notifications:

1. Push: The publisher sends a message to every interested party whenever a change takes place.

2. Pull: Users poll a change file on the publisher’s site, watching for changes.

The pull approach has proven itself superior over the first decade and a half on the web, and is now nearly universally used for web syndication, with well-known formats such as RSS and Atom.  There are two main reasons for the pull model’s success:

· Pull works with intermittent network connectivity and does not require a special server to listen for updates, significantly reducing the barriers to entry for the users (who would otherwise have to have permanent Internet connections to listen for updates).
· Pull allows anonymous access, since users do not have to pre-register to be able to poll the update file.
Because of these advantages, together with the widespread implementation and long, proven track record of RSS and (more recently) Atom for news and other information, IATI recommends the use of a pull approach for updates.

Notification Process and Example

The Notification File Format section” (page 17) includes a sample proposal for the internal format of the notification files.  From an architectural perspective, the files are simply lists of other aid-data files that have recently changed with metadata (such as countries affected).  Each user may poll the notification file regularly (for example, every 24 hours), parse it, and determine if it contains any new information; if it does, then the user may choose to download the new or updated aid data files that the notification file links to. Typically, this process would be performed automatically by a computer — it would require Internet connectivity only during the time required to download the notification file, then subsequently, to download any changed data files.

Implementation Support

Notification files do not have to be hosted on the same web site as aid data files, and do not need to be implemented by providers of information. We recommend that, initially, IATI provide an automated notification-file service for members through the same web application that hosts the IATI registry, described in the next section.
Data Formats
The “Technical Requirements” section (page 4) describes how stakeholders can exchange IATI information; this section describes what stakeholders can exchange within that architecture, focusing on the content of the files that IATI participants publish and download. 

We take three steps to proposing a file format for aid information: 

1. Choosing a structural markup format 

2. Examining existing semantic formats 

3. Proposals for XML-based  IATI formats. 

The section focuses on answering general file-format questions, without defining individual data fields. A companion IATI paper, "Discussion paper on draft definitions and data formats," defines the IATI data fields in detail, and maps them to the fields used by other aid-data systems. 

Choosing a Structural Markup Format 

Since the proposed IATI architecture involves publishing files of aid data, it is necessary to choose a mechanism for encoding those data in files.   A structural markup format is the plumbing for information exchange: it specifies how to show where data fields and records start and end, how to name a field, what kind of data the fields contain, etc., but does not deal with the meanings of fields.

We considered three open, software- and platform-independent structural markup formats that are currently in widespread use: 

CSV (Comma-separated values) can represent tabular data in rows and columns, and is widely supported for import and export by spreadsheet and database applications. However, CSV suffers from several disadvantages:

· CSV cannot easily represent the more complex hierarchical and repeatable data structures required for IATI.

· CSV applications have weak and inconsistent support for the Unicode international character set.

· CSV does not provide a mechanism for extending a format without risk of ambiguity.

· There are few tools for validating, transforming, and searching CSV data.

XML (Extensible Markup Language) can represent hierarchical and repeatable data structures, and is widely used in enterprise and web-based data-interchange initiatives.  Unicode support is built into XML, as is a general extensibility mechanism (XML Namespaces) designed to avoid naming conflicts.  There are many tools for validating, transforming, and searching XML data.  XML does, however, suffer from the following disadvantage:

· It is not as simple to import and export XML data in spreadsheets and databases, since it does not follow a simple table structure.

JSON (Javascript Object Notation) can also represent hierarchical and repeatable data structures, and is widely used for passing data between servers and browsers for interactive Web applications, and for providing web-based APIs. Unicode support is built into JSON; there is no built-in extensibility mechanism, but since JSON allows recursive properties, it would be possible to devise one for IATI.  JSON does, however, suffer from the following disadvantages:

· It is not as simple to import and export JSON data in spreadsheets and databases, since it does not follow a simple table structure.

· There are few tools for validating, transforming, and searching JSON data.

CSV is incapable of matching the structure of IATI information, with its lack of support for hierarchical or repeated fields, and it has poor support for international character sets, which are essential to allow IATI to operate in a multilingual environment.  Both XML and JSON support both the more complex data structure and the internationalisation, at the cost of for effort for computer applications reading and writing the data.  Unlike CSV and JSON, XML also has widespread tool support for validation, transformation, etc. and a built-in extensibility mechanism, making it the best fit for IATI.  Well over 600 similar data-interchange initiatives have chosen XML for similar reasons.

On balance, we suggest XML is the best choice for the structural markup format for exchanging IATI aid information. XML itself, however, encodes no semantic information about aid data, so it is also necessary to create or select a higher-level semantic format to use on top of XML.

Examining Existing Semantic Formats 

There is no existing open standard, XML-based or otherwise, that includes all of the data fields proposed in our Definitions companion paper.  There are, however, other public standards for exchanging aid information, and for exchanging other types of related information, such as financial or statistical data, that we have considered during the development of our proposal.  This subsection provides a brief overview of several related formats. 

CRS++ (Creditor Reporting System) is a CSV-based format that official aid donors use to submit data to the Development Assistance Committee (DAC) of the Organisation for Economic Co‑operation and Development (OECD) for statistical reporting.  The format consists of a set of standard spreadsheet fields to fill in for each aid activity funded by a DAC member country (including those delivered through separate agencies).  CRS++ is designed specifically for official donors and for DAC's statistical requirements, but many of its fields are useful for aid data in general, and the fields defined in our Definitions companion paper are closely aligned with the CRS++ fields
. 

IDML (International Development Markup Language) is an XML-based format developed in 1998 for aid-data reporting, sharing a common ancestry and many common fields with CRS++.  IDML remains in use by the Development Gateway, an international non-profit aid-information organization for updating its AiDA (now AidData) database.  We will continue to examine the IDML, and will provide detailed semantic mappings (similar to those for CRS++) in a future version of our Definitions companion paper. 

RDF (Resource Description Framework) is a general-purpose knowledge-representation framework.  RDF is the basis of the World Wide Web’s Semantic Web initiative,
 and provides a middle-level of semantic information, by identifying not just fields but resources (entities) and their properties (attributes) and relationships.  RDF makes it possible for third parties to make statements about resources defined elsewhere.  Unfortunately, RDF adds a certain amount of markup complexity, and also fails to take advantage of existing XML standards, software, and training, requiring a different schema language, a different query standard, and different types of software tools, many of which are not widely available.  As a result, we are not recommending the use of RDF for the first phase of IATI, but we are monitoring RDF closely, and will design our data formats to be compatible with RDF (for example, by using URIs as identifiers, so that external RDF files can make statements about IATI activities).

XBRL (Extensible Business Reporting Framework) is an accounting-information framework.  Like RDF, it is a middle-level framework: it defines structures at a higher level than fields or elements, but does not encode the final business logic for a specific application.  While RDF deals with a knowledge-representation model, XBRL provides a framework for building accounting models using different types of accounting systems.  While IATI does deal extensively with financial figures, it is not purely or even primarily a statement of accounts, so we do not recommend that IATI data formats be build on top of XBRL; however, XBRL may make sense as an export format for web applications using IATI data, especially for summaries of aid activity financing.

SDMX (Statistical Data and Metadata Exchange) is an XML-based format designed for exchanging statistical data and metadata.  While SDMX is not aid-specific, it is general enough to be adapted to any type of statistical data and metadata, and could almost be considered a middle-level framework like RDF or XBRL.  SDMX involves a fairly large amount of additional markup and complexity specific to the field of statistics gathering and reporting. It would appear to be well suited for a role similar to the one played by CRS++ (data gathering by the DAC), although the number of SDMX applications is still small. But it is too complex for a general-purpose initiative such as IATI, where statistical data-gathering is only aspect in addition to providing access to documents and other information.  As we move to future phases of IATI, we could look for opportunities to align our data format more closely with SDMX to ease conversion by users in the statistics field. 

FIX (Financial Information Exchange) is an ASCII- or XML-based format defining the structure of financial trading messages (such as stock purchases).  This format is designed for electronic trading rather than information reporting, so it is not directly relevant to IATI, but it does provide a model of a text-based file format used for notifications that may contain financial information.  

RSS is an XML-based format used to provide web syndication feeds for news and other similar information.  RSS is widely supported by web, enterprise, and client-side software, and IATI proposes using RSS to provide notification of new aid documents available at donor sites. 

Conclusions on Semantic Formats

As there is no existing semantic format that could be adopted for IATI, we will need design our own XML schema.  At this stage we are not suggesting using RDF, but will seek to lay the foundations for moving to a more linked data / semantic web approach in the future by establishing URL based identifiers for the elements within IATI see the “Codes and identifiers” section (page vi). The work on the IATI XML schema will seek to incorporate as much of existing standards such as IDML and SDMX as possible.

Proposals for IATI XML Formats 

The “Technical Architecture” section (page 5) proposed that donors publish two types of files:

1. An aid data file for each aid activity (“Aid Data Files”, page 7), and in longer term
2. A single notification file with links to the most recently-created or updated aid data files (“Notification Mechanism” , page 11).

This section discusses our current thinking about the formats of these files in general terms, without providing a detailed specification.  IATI has already begun detailed XML schema development—including with an early pilot of data exchange between OCHA’s FTS and the AMP in Haiti. The final form of the schemas and specifications will be informed by member discussions at the TAG meeting in Oxford in March 2010.  The examples presented in the following subsections are illustrative only — as aids to understanding our current thinking. They show how IATI files might look, but do not represent final IATI data formats.

Aid Activity Data File Format

As described in “Aid Data Files” (page vi), IATI proposes that donors create (themselves, or through a third party) a separate data file for each aid activity or group of activities.  

IATI proposes that these should be XML files.  At the top level of each file there will be a series of XML elements, each representing one major piece of aid information, as listed in the companion Definitions discussion paper.  Where properties have subproperties, or facets, those will appear as either XML child elements or XML attributes.  IATI will allow top-level properties to appear in any order, and will rely on the code of conduct signed with each donor to determine which properties are required and which are optional.

The top-level  XML element should contain a date stamp — whenever the donor (or someone delegated by the donor) updates the file, the date stamp should change, to allow for versioning.  Here is an example of a possible XML root element with an outline of top-level properties (note that the list is just a sample. Other properties will likely be allowed, or required, in the final schema):

<aid-activity-report publication-datetime=”2010-03-02T14:02:00-05:00”>
  <project-title>...</project-title>

  <funding-organization>...</funding-organization>

  <partnership-type>...</partnership-type>

  <flow-type>...</flow-type>

  <aid-type>...</aid-type>

  <finance-type>...</finance-type>

  <activity-ids>...</activity-ids>

  <activity-dates>...</activity-dates>

  <tied-aid-status>...</tied-aid-status>

  <policy-markers>...</policy-markers>

  <financial-commitments>...</financial-commitments>
</aid-activity-report>
There are further examples of what a potential IATi XML structure might look like in appendix A
Notification File Format 

As described in the Proposed Architecture section, users will be able to receive notification of new aid-data files at donor web sites through a web-syndication file.  IATI recommends the use of the RSS standard, since it has the widest technical support.  Publishers will include links and metadata about the most recently-modified aid-data files in an RSS file, and users will poll that file at regular intervals (for example, every 24 hours) to discover changes.  In addition to a single, top-level notification file, IATI may also recommend creating individual RSS notification feeds for each country, each sector, or even for each activity.

As an added benefit, individuals or small organizations, who do not have the resources to create custom software for receiving notifications, can simply subscribe to the RSS feed in a number of free desktop and web applications. 

At this stage, we are not providing a detailed specification for the IATI use of RSS. Appendix B has an example of what an RSS file might like. 

Future File Formats

The “Technical Architecture” section also mentioned two other kinds of files:

1. An index file for each donor, similar to a web home page or site map, providing links to all the aid data files published by the donor (with metadata). 

2. One or more summary files providing different views of the activity data files (for example, all the activities for a specific country, sector, or aid marker).

As with notification files, these do not need to be hosted at the same web site as the data files themselves.  Because these file types are less widely implemented in other projects, IATI does not plan to specify them as part of its first phase; instead, we plan to develop a prototype service to generate these files automatically, co-hosted with the IATI Registry (see “
Discovery Mechanism
”, page 10), then to solicit member feedback for these formats.

Licensing of data

Why is this important

To enable specialist users to access the data and make it usable for others, simply publishing information on the internet is not enough. Users and developers need to be given a green light to build on, republish and create derivative works from documents and datasets, not just to be able to access them. An explicit legal statement granting users permission to reuse and redistribute digital material is vital in this respect.

Main considerations

There should be as few constraints for using data as possible, including for commercial use

Restrictions on how information can be reused create transaction costs for both publishers and prospective users. This can stifle innovation. For example a web developer might collect and integrate datasets from the websites of multiple aid agencies, but by default they are not permitted to publish the results of their efforts. To do so they will need to individually write to each agency to clear republication - and anyone wishing to use the resulting aggregated data will be required to do the same. This can act as a significant disincentive for prospective re-users. 

Furthermore in various communities who work with large datasets, it is common for multiple users to make changes to a given dataset, e.g. put it in a new format. Hence if official bodies want to encourage third parties to improve their data - e.g. by converting it to RDF or developing a good API, they should not limit republication or the creation of derivative works.

Commercial entities can be major contributors to the process of aggregating datasets and making data more accessible and, and much may be lost by excluding them from this process. Additionally, commercial reuse is legally poorly defined and this often creates uncertainty for re-users which may discourage them from using the material.

Attribution is often desirable for data providers

Often data publishers may wish re-users to acknowledge where their data comes from - so that they can track reuse of their material and so the data can be verified against the original source to ensure that it has been fairly and correctly represented. To this end, data can be published using an attribution license, such as the Open Data Commons Attribution license for data and the Creative Commons Attribution license for content. The UK government currently is looking into an attribution only licensing model - as the Office of Public Sector Information considers attribution an important aspect of licensing official material.

Share-alike licenses can be beneficial for the open data movement as a whole

A share-alike license requires that anyone using the material should license any derivative works under the same (or similar) license (share-alike). This prevents users taking the data, adding value to it, and keeping it private.
The License policy must be easily understood by users

In order to encourage reuse it is important that users can easily understand what they are allowed to do with published material. For example using 'human readable' summaries of legal texts, rather than 'legalese' alone. There are a range of generic licenses for content and data which may be preferable to generating bespoke legal text. These licenses are easy to understand, commonly recognised, in widespread use and which have been scrutinised by legal experts.

Data and documents both need to be licensed and have different requirements

Written documents are copyrighted by default, and hence a content license is required to allow third parties to reuse it. The Creative Commons Attribution license is eminently suitable for this purpose. Databases are more complicated, and in addition to copyright in their contents, selection and arrangement may also be protected by related rights like the EC Database Directive
. Hence databases should be published using a license which specifically addresses these rights, such as the Open Data Commons licenses or the Creative Commons CC0 license (and notably not the Creative Commons content licenses - which are not appropriate for data).

One license model for all IATI data would be preferable

From a user perspective it is desirable to have minimal variation in the licenses used for IATI material. At best multiple different licenses can be confusing and burdensome, requiring users to manage and keep track of the rights status of different datasets. At worst multiple different licenses may cause interoperability problems - e.g. if content is released under different share-alike licenses, e.g. CC-BY-SA and CC-BY-NC-SA, then it cannot be combined
. Hence it is highly advisable that IATI publishers use either (i) one of a small number of interoperable licenses (e.g. a small subset of those compliant with the Open Knowledge Definition
, or, ideally, (ii) a single license for all IATI data.

What options were considered?

Options for content licenses include:

· Creative Commons Attribution

· Creative Commons Attribution-Share-alike

Options for data licenses include:

· Open Data Commons Public Domain Dedication and License (PDDL)

· Open Data Commons Attribution

· Open Data Commons Open Database License (OdbL)

· Creative Commons CC0

For reasons discussed above, non-commercial licenses and licenses which prohibit the re-publication of derivative works were not considered.

Recommendations 

We recommend one of the following three options:

Licensing option A (attribution):  

· Creative Commons Attribution for content
 

· Open Data Commons Attribution for data

Pros: Requires that users acknowledge publishers, if this is required. This can be beneficial to provider of data

Cons: Requires users to attribute, which is more onerous than if the material were in the public domain. No share-alike option means users can take the data and not share the result.
Licensing option B (attribution + share-alike): 

· Creative Commons Attribution Share-alike for content
 

· Open Data Commons Open Database License (ODbl) for data

Pros: Requires users to share back the fruits of their labour. In particular this might be an attractive option to compel commercial organisations to contribute back to the community, and is beneficial for the open aid data movement as a whole

Cons: Requires users to share-alike, which is more onerous than if the material required attribution only or were in the public domain.

Licensing option C (public domain): 

· Open Data Commons Public Domain Dedication and License (PDDL)
 

· Creative Commons CC0

Pros: Imposes no restrictions on users, so most attractive option to then

Cons: No requirement to attribute publishers or put works back in public domain

The choice between the options above partly depends on the requirements of IATI stakeholders.

While option C is most 'open' in that users are under no obligation to attribute or share back, options A and B may be attractive to publishers to ensure that they are recognised, and to ensure that aid data stays in the public domain.
How licensing proposal compare with existing approaches 

· US Federal Government material is in the public domain by default, and hence many of the recent centrally driven open data initiatives in the US have been most akin to option C above (though notably state and local government are not required to put their material in the public domain, and some require attribution). 

· In the UK the current Click Use PSI license requires attribution - and the government is currently looking into making their licensing more user friendly, by looking at interoperability with existing attribution licenses such as those in option A above
. 

· By default many EU bodies grant permission using a generic 'terms and conditions' page which is basically requires attribution
. 

· Public bodies in Australia have released official material under a Creative Commons Attribution license, including the Australian Bureau of Statistics and material on data.australia.gov.au published for the Mashup Australia competition
. 

· The New Zealand Government has also released material under an attribution license
.

 This section contains specific recommendations for some key challenges faced by the IATI: 

1. Allowing unique and extensible codes and identifiers for donors, activities, countries, markers, etc. 

2. Specifying the geographical location of an activity. 

Not all of the recommendations in this section will necessarily appear in the first phase of IATI, but this section provides a roadmap for eventually addressing the challenges. 

Codes and Identifiers 

Since IATI data is designed for machine processing, it is necessary to use unique codes and identifiers for objects. Existing code sets like ISO 3166 are short and easy to specify, but there are many cases where items are more open ended.  For example, IATI requires every aid activity to have a globally unique and persistent identifier: it would cause unnecessary confusion, for example, if a Chilean government agency and a Dutch foundation were both to use the identifier "1234567" for different activities.  As a result, IATI needs not only to define finite code sets, but also to provide a way to continually create new unique identifiers. 

Finally, since IATI is meant to be extensible, it would be desirable to allow third parties to create their own codes and identifiers without risk of conflict with official IATI codes and identifiers or with extended codes and identifiers created by other members. 

Recommendations 

To address these requirements, IATI proposes using identifiers based on Web Uniform Resource Locators (URLs).  For example, instead of an identifier like "12345" or a code like "HT", we recommend identifiers like "http://aidtransparency.net/donors/acme/" and codes like "http://aidtransparency.net/countries/HT/".   

While this approach results in slightly more verbose files, it brings three significant potential benefits: 

· The inclusion of a domain name (e.g. "aidtransparency.net") provides segmentation, so that identifiers created by different organizations won't conflict.  For example, there is no risk of confusing "http://acme.org/policies/health/" with “http://aidtransparency.net/policies/health/" because of the different Internet domain names for the two organizations (only the owner of a domain name may use it in an identifier or code). 

· Using URLs opens the possibility for providing information at those locations in the future.  For example, "http://aidtransparency.net/countries/HT/" could contain an XML summary file of *all* aid activities in Haiti, while "http://aidtransparency.net/policies/health/" could contain an XML summary file of *all* aid activities that deal with public health. This linked-data or "RESTful" approach is increasingly popular, especially for initiatives like data.gov.uk, and provides an attractive alternative to complex APIs like SOAP. 

· Using URLs allows non-donor stakeholders to publish statements about countries activities, etc., adding information to that provided by the IATI donors. The RDF format is especially designed for making this kind of third-party statement, and would be well-supported by the use of URLs as identifiers and codes in IATI, even if IATI does not itself use RDF. 

Note that the use of URLs for identifiers and codes, and the use of the "aidtransparency.org" domain for default identifiers and codes are just examples at this stage. We need to consider who is best placed to create such identifiers and how this is done. It is likely that activity identifiers are best created within the country the activity is operating in, rather than the donor.

Scenarios 

Scenario #1: The fictional ACME Foundation starts a new aid activity.  Instead of applying to a central authority to assign a globally-unique identifier, ACME simply creates one based on a URL that it controls, resulting in "http://example.org/acme/activities/12345/".  A third-party university research activity wants to make additional RDF statements about the activity, for example adding sub-national geographic codes, and is able to do so by referring to the same URL.
Scenario #2: For country codes, the IATI combines ISO 3166 codes with a URI that it controls, "http://aidtransparency.net", to create a series of codes such as "http://aidtransparency.net/countries/HT/" for Haiti.  In the future, IATI publishes an index file at that location listing all known aid activities with work in Haiti, increasing the value of the identifier.
Scenario #3: The fictional ACME Foundation has a sector code for “Shelter and Settlements”, which is not enumerated in IATI's default policy codes.  The foundation uses a URL that it controls, "http://example.org/acme/" as the base, and builds the new code on top of it: "http://example.org/acme/sector/Shelter/", which cannot conflict with any IATI or third-party codes, since they cannot build on top of the same URI.

Geographical Location 

IATI proposes that there is significant value in specifying the geographical location(s) of aid activities whenever possible and as specifically as possible, to allow partner countries and other stakeholders to determine where aid work is being done.  There are three broad methods for specifying location: 

1. Codes. 

2. Geodesy. 

3. Human-readable text. 

Codes provide a convenient way to specify an identifiable area such as a continent (e.g. Africa), a governmental jurisdiction (such as Mozambique), a region (such as Southeast Asia), or a subnational entity (such as a state or province).  Examples of codes include the ISO 3166 country and subdivision codes, the US military FIPs codes, and the CRS++ recipient codes. 

Geodesy (geometry applied to the earth) involves specifying a single point or a series of points and shapes defining an area on the earth's surface.  Some typical specifications would include a latitude and longitude for a single point (elevation is irrelevant for IATI applications), a circle drawn with a radius of a certain number of kilometers around a single point, a rectangle bounded by four points, or a polygon described by three or more points describing its bounds. 

Human-readable text includes a textual description of any level of complexity aimed at human readers rather than machine processing.  Some typical specifications would include "sub-Saharan Africa", "villages under 100 people in the basin of the Mekong River", or "shantytowns in the outskirts of Mumbai." 

The following table summarizes the strengths and weaknesses of each method:  

	Criterion 
	Codes 
	Geodesy 
	Text 

	Ease of Use for Donor 
	Fair 
	Poor  
	Good 

	Machine Readability 
	Good 
	Good 
	Poor 

	Flexibility  
	Poor 
	Fair 
	Good 

	Specificity 
	Poor 
	Good 
	Good 

	Usability for Mapping Applications 
	Fair 
	Good 
	Poor 

	Usability for Statistical Applications  
	Good 
	Fair 
	Poor 


Coding systems are finite and fairly rigid, and they do a poor job of pointing to specific locations such as a village or cluster of villages, or to areas that span jurisdictional boundaries, such as the Leeward Islands of the West Indies.  

Geodesy makes it possible to identify any area or location on earth down to accuracy of less than a meter, but special data processing is required to relate those areas to jurisdictions or other identifiable areas for statistical or planning use.  

Plain text makes it possible to describe any area in any way, with unlimited flexibility and specificity (e.g. "greater Kinsasha" or "the third village past the fork in the river"), and providing such information may be simple for many donor systems, but since the information is mostly not machine-readable, it is difficult or impossible to use such information in automated systems such as mapping or statistical applications. 

Clearly, no one method provides a clear advantage in every area, so it is desirable to make it possible for donors to provide as much information as they can, without requiring them to provide information that is not available. 

Recommendations 

IATI proposes allowing all three methods for specifying location, with the clear understanding that text should normally be a supplement to rather than a replacement for codes or geodesical information.  The following are our initial recommendations: 

· Data should include codes if or when they are available, using the ISO 3166-1 alpha 2 standard for national-level codes (e.g. "BD" for Bangladesh), and the ISO 3166-2 standard for subdivision-level (state/province/governorate/etc.) codes (e.g. "BD-13" for the Dhaka zila of Bangladesh). We recognize that the coverage of ISO 3166 codes, especially at the subnational level, can be inconsistent, but these are the best-known and most widely-supported geographical codes, and thus, the ones most likely to align with different information systems  

· Data should also include codes for all countries and/or subdivisions affected by an activity when the activity crosses national-level or subdivision boundaries: for example, an activity dealing with all of the Leeward Islands would include the codes for the US Virgin Islands, St. Kitt's, Antigua, and all other islands in the chain.   

· Data should also include geodesical information when it is available and relevant to the nature of the activity, in one of two formats: 

1. the precise latitude and longitude of a activity location, if it takes place in a single location; or 

2. the latitude and longitude of the northeast and southwest corners of a rectangle bounding the area where the activity takes place, if its scope is not confined to a single location. 

· Data should include text aimed at human readers to clarify or elaborate on the information expressed by codes or geodetical information where necessary (e.g. to specify only the refugee camps in an area rather than all settlements), and may include free-form text as an alternative to codes or geodetical information if it is not (yet) possible to specify the location of a grant or activity in a precise way (e.g. in the early stages, a grant may be intended simply for "aids education in Central Asia", with no decision on specific locations). There may be country specific standards for this e.g. administrative region used by recipient Governments

However, we also need to consider how these classifications align with recipient Government classifications of sub-national regions and districts.

Scenarios 

Scenario #1: a regional project in sub-Saharan Africa would have with no codes or geodesical information, but the text "Sub-Saharan Africa" to provide information to human readers. 

Scenario #2: additionally, a bounding rectangle for sub-Saharan Africa could be defined, with the northeast corner at 22 degrees N/38 degrees E, and the southwest corner at 36 degrees S/13 degrees W.  It is now possible to draw the area on a map, or calculate which countries might benefit. 

Scenario #3: for a project focussing on the Horn of Africa, the donor could includes the text "Horn of Africa", along with the ISO 3166-1 codes for Eritrea, Djibouti, Ethiopia, and Somalia (and optionally, a bounding rectangle enclosing the Horn of Africa). 

Scenario #4: for a project that will benefit 20 villages, the ISO 3166-2 subdivision code for each village, along with its latitude and longitude (if available) and the name of the village as text could be provided. 

Appendix A Examples of Possible IATI XML Structure

Purely textual properties, such as the title or summary of the activity, will use the xml:lang attribute to specify the human language of the text.  Donors may repeat these properties to provide the same text in different languages, as in the following example for 03.10 Project title:

<project-title xml:lang="en">

  <title>Haiti Clean Water Infrastructure Rebuilding</title>

  <description>

    Provide direct financial and engineering contributions to

    rebuild damaged clean water infrastructure in Haitian towns or

    cities.

  </description>

</project-title>

<project-title xml:lang="fr">

  <title>Reconstructions des infrastructures d'eau potable en Haïti</title>

  <description>

    Fournir des contributions financières directes et de

    l'ingénierie pour reconstruire les infrastructures endommagées

    d'eau potable dans les villes haïtiennes.

  </description>

</project-title>
Note also the use of the title and description child elements to represent facets of the project title.

Properties that  can use a code or identifier, such as a recipient country, put the code or identifier in an attribute and a plain-text description of the resource being identified as element content.  The 03.05 Recipient Country property might look like this:

<recipient-country ref="http://aidtransparency.net/countries/HTI/"

      >Haiti</recipient-country>
This markup includes both the code (“http://aidtransparency.net/countries/HTI/”) and a human-readable text description (“Haiti”).  The text description is optional, but it is useful when a code is not available or not yet determined, and also saves users the effort of looking up the meanings of codes when processing IATI files.

For discussion of the use of web URLs as codes and identifiers, see “Error! Reference source not found.” (page Error! Bookmark not defined.).

Activities can have many different values for 03.09 Aid Activity ID assigned by IATI, by the donor, and by recipient countries.  The data file can encode all different types of identifiers:

<activity-ids>

  <iati-id>http://aidtransparency.net/activities/acme/12345</iati-id>

  <donor-id>HT-777-05-03</donor-id>

  <recipient-id>234523-332</recipient-id>

</activity-ids>
This markup specifies that the fictitious project is known as “http://aidtransparency.net/activities/acme/12345” to IATI, “HT-777_05-03” to the donor, and “234523-332” to the recipient country.

Financial values must appear with a currency code, and can also appear with an optional US dollar equivalent and conversion rate, to simplify comparisons, as in the following example for 03.17 Tied Aid Status:

<tied-aid-status>

  <untied-amount 

     date="2010-03-02" 

     currency="CAD"

     usd-equivalent="1446410.00">1500000.00</untied-amount>
</tied-aid-status>

In this example, the amount of untied aid is Canadian $1,500,000.00, which was equivalent to US $1,446,410.00 on 2 March 2010.

Sector Codes are a special case of codes, since they may include not only a code, but also a score facet (represented as an attribute) to provide relative weighting.  In the following example, the two sector codes — Health Education and Malaria Control — have equal importance (score of 50) for the aid activity:

<DAC Sectors>

  <sector 

      ref="http://aidtransparency.net/policies/healthedu/" 

      score="50">Health Education</sector>

  <sector  

      ref="http://aidtransparency.net/policies/malaria/" 

      score="50">Malaria Control</sector >

</sector>

An aid activity may have financial commitments from multiple organizations (04.03 Amount(s) commited by individual donor).  The aid data file can model this fact by listing each commitment separately, even when there is only a single commitment, as in the following example:

<financial-commitments>

  <financial-commitment 

      donor-name="ACME Foundation" 

      donor-id="http://aidtransparency.net/donors/acme/" 

      date="2010-03-02" 

      currency="CAD"

      usd-equivalent="1446410.00">1500000.00</financial-commitment>
</financial-commitments>

Appendix B Example of Possible RSS Notification

This is an example of what a RSS file might look like for a fictitious donor listing two recent activities in a case where there is a data file for each activity: 

Sample IATI RSS notification file: 

<rss version="2.0">

  <channel>

    <title>ACME foundation: latest aid data files</title>

    <link>http://example.org/acme/activities/</link>

    <description>Recently-created or modified IATI activity

       data files.</description>

    <language>en</language>

    <pubDate>Wed, 3 Mar 2010 20:36:00 GMT</pubDate>

    <ttl>1440</ttl>

    <item>

      <title>Activity #2 title</title>

      <link>http://example.org/acme/activities/01234/activity.xml</link>         

      <description>Activity #2 description...</description>

      <pubDate>Fri, 26 Feb 2010 15:00:00 GMT</pubDate>

      <guid isPermaLink="false"

        >http://example.org/acme/activities/01234/</guid>

      <category domain=http://aidtransparency.net/

        >countries/MW</category>

      <category domain=http://aidtransparency.net/

        >sectors/health</category>

    </item>

    <item>

      <title>Activity #1 title</title>

      <link>http://example.org/acme/activities/56789/activity.xml</link>

      <description>Activity #1 description...</description>

      <pubDate>Wed, 24 Feb 2010 16:11:18 GMT</pubDate>

      <guid isPermaLink="false"

        >http://example.org/acme/activities/56789/</guid>

      <category domain=http://aidtransparency.net/

        >countries/HT</category>

      <category domain=http://aidtransparency.net/

        >sectors/infrastructure</category>

    </item>

  </channel>

</rss> 

Each item element represents a recently-updated aid file, with the most recent first.  For each update, the RSS file provides the following information: 

· The title of the activity. 

· A link for downloading the activity file. 

· A longer text description of the activity. 

· The date and time when the activity file was last updated (pubDate) 

· The activity’s IATI identifier (guid) 

· A series of categories for classifying the activity by geography, sector, marker, etc. 
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� � HYPERLINK "http://www.ckan.net/" �http://www.ckan.net/� & 


� For a partial list of XML-based specifications and standards, see � HYPERLINK "http://xml.coverpages.org/xmlApplications.html" �http://xml.coverpages.org/xmlApplications.html� 


� That paper also lists a number of other systems that collect aid data mostly in csv format, notably for humanitarian aid, debt management and aid information management systems. These have been dran on to inform the suggested IATI definitions, are not further discussed in this section 


� � HYPERLINK "http://www.w3.org/2001/sw/" �http://www.w3.org/2001/sw/� 


� For more on this see: http://www.unlockingaid.info/1/1-1/ andhttp://www.unlockingaid.info/appendix/i/


� See, e.g. Creative Commons license interoperability chart: http://www.flickr.com/photos/jwyg/4114021651/


� � HYPERLINK "http://www.opendefinition.org/" �http://www.opendefinition.org/�; http://www.opendefinition.org/licenses


� http://creativecommons.org/licenses/by/3.0/


� http://www.opendatacommons.org/licenses/by


� http://creativecommons.org/licenses/by-sa/3.0/


� http://www.opendatacommons.org/licenses/odbl/


� http://www.opendatacommons.org/licenses/pddl/


� http://perspectives.opsi.gov.uk/2010/01/licensing-and-datagovuk-launch.html


� http://ec.europa.eu/geninfo/legal_notices_en.htm#copyright


� http://gov2.net.au/about/draftreport/#central


� http://creativecommons.org/weblog/entry/17352





